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The Era of Data, Uncertainties, Decisions

““ Those of us who were doing the planning
right from the very beginning understood
that the real problem was to be able to do
planning under uncertainty. This, | feel, is

the real field we should all be working on. ’’

G. B. Dantzig, E-Optimization (2001)

“ Part of the appeal of reinforcement learning
is that it is in a sense the whole Al problem
in a microcosm. The task is that of an
autonomous learning agent interacting with
its world to achieve a goal. ”’

R. S. Sutton, Machine Learning (1992)
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The two journeys and crossroad

— Simplex (Dantzig)
— Stochastic Approximation (Robbins & Monro)

— Interior Point Method (Nemirovski, Nesterov)

‘\ __ Accelerated Gradient Descent (Nesterov)
— Boom of first-order methods

Linear
Programming — Boom of SGD methods
Stochastic Convex. hasti
pioftamming —__ Progrmming Optimization Era of
Nonconvex Optimization
— Era of
8 Deep Reinforcement Learning
Dynamic /Rcaim‘orcement o) tl?ol_lcyt_
Programming Learning ptimization
— DeepMind, DQN
— Boom of policy gradient methods
— Policy Iteration (Howard) — Q-Learning (Watkins)
— Bellman Equations (Bellman)

— TD Learning & Actor-critic (Sutton, Barto)



The multi-facet of Reinforcement Learning (RL)

Data Science

Psychology Neuroscience

Viachine
Learning

Reinforcement

Learning

Optimization Control

Operations

Research Engineering

Economics
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RL from Learning Perspectives
- Deep RL
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Outline of Lecture Series
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Lecture 1 '

Introduction to RL

o Basics of RL
o Exact solution methods for planning
o Value-based vs policy-based methods

o Modern challenges and open questions



Reinforcement Learning

An agent learns to act optimally by interacting with the uncertain environment

ﬁ

Agent

N
‘ 7]
State Reward Action - ]T

Environment

-~




Reinforcement Learning

An agent learns to act optimally by interacting with the uncertain environment
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Reinforcement Learning

An agent learns to act optimally by interacting with the uncertain environment
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Reinforcement Learning

A

An agent learns to act by interacting with the environment
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RL in the limelight

Atari Game from DeepMind:
- high-dimensional input space

Dota 2 w/ OpenAl Five

AlphaGo/ AlphaGo Zero/ Alpha Zero:
- self learning & large-scale training

Rubik’s Cube from OpenAl:
- simulation to real robotic arms

StarCraft Il w/Alpha Star

- real-time strategy

; M -
‘ AN

n animation of the gradient|descent method
redicting a structure for CASP13 target T1008

AlphaFold:
- 3D Protein Structures
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RL progress in practice

source: unite.ai

source: ieor8100.github.io

source: therobotreport.com

source: tradingmarket
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Markov Decision Processes

MDP (S,A, P,R, i, y)

(e]

(e]

(e]

State (S): a (finite) set of states

Action (A): a (finite) set of actions

Probability transition matrix (P..1): P(Sp4q = S'|s = s,a, = a)
Reward function (R): the immediate reward R(s,a)

Initial distribution (u): initial state s ~ u(*)

Discount factor (y): y € [0,1]
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Key Components

- Policy (mr): the agent’s behavior strategy
> Deterministic policy:m: S - A, a =n(-|s)
> Stochastic policy: m: S = A(A), a ~ (- |s)

 Value function: how good is each state and/or action

o Infinite horizon o
Vi(s)=E [ZtZOVtR(StaatNSO = 8,ar ~ T(s¢), St41 ~ P('|3t7at)]

Q" (s,a) =E {Ztofth(st,at)Kso,ag) = (s,a),at ~ w(S¢), St1 ~ P(-|st,at)]

> Finite horizon / average reward

- Model: representation of the environment

> Transition dynamics Po.s = P(s;41 = s'|s¢ = s,a; = a) and reward R(s, a)
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Planning vs. Reinforcement Learning

- Planning - Reinforcement Learning
> Fully observable state and reward > Observable trajectories
o Known reward distribution and transition > Unknown reward distribution
probabilities

o Unknown transition probabilities
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Bellman Equation

e _ o0 t _
Policy Evaluation V7 (s) = Ex [thO’Y R(st,at)|so = S}

QW(S,CL) =E, [Z:O'YtR(Shat)ISO = S,a0 = CL:|

Equation Q" (s,a) = R(s,a) + 1Eynp(|s,a) [Barnm(sn@" (s, a')]

Bellman Expectation V7 (s) = Eqmn(s) [R(5,0) + YEs'np(|s,a)V " (5")] J

= R(s;a) +'E Z’th(st,at)]so =5 Jore

= R(s,a) + ZP(8/|S, a) Zw(a’|3’) - VE,
= R(s,a) + fyz P(s'|s,a) Z m(a’|s")

Matrix form: QT =R+9P"Q" <— Q7

:

o
ZWtR(8t+1,CLt+1)|81 == S/,al =
t=0

= (I —~yP™) 'R

|
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Bellman Optimality Equation

Equation

Policy Optimization V7(s) = max V7(s), Q(s,a) := max Q"(s,a)
.
V*(5) = mage [R(5,0) +1EgeaV (')
Bellman Optimality Q*(s,a) = R(s,a) + Ey/s.4 [7 max Q*(s’,a’)}
7 (s) = argmax Q* (s, a
(s) = argmax Q7 (s, a) y

O~ Moo P™) 'R . )" — R PTQT
S e [0 = Q" =R+ PTQ

£ ,Y(I o ,YPW)—l(Pﬂ'* T P?T)Q*
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Fixed Point Viewpoint
Bellman operator:  7(Q(s,a) := R(s,a) + VEy 54 [n}eaﬁ Q(s', a/)}

Contraction: |7TQ1 — TQ2llco <V|Q1 — Q2|00

Proof : 1TQ1 — TQ2||eo < maxyZP(3’|s,a) max Q1 (s’, a") — max Qz(s’,a’)

< ymax |max Qi (s',a’) — max Qa(s’, a’)]
s’ a’ a’
< ymax|Qi(s',a) = Qa(s',a))

= 7”Q1 RE QZHOO

Fixed Point Interpretation:

m*(s) = argmax Q™ (s, a)
acA

17



Planning — Dynamic Programming

Value lteration Policy Iteration
Qi1 =TQ Ti+1(s) = argmax Q™ (s, a), Vs
acA
- Linear convergence: - Linear convergence:
1Qt+1 — @ |loo < Y |Qo — Q%o J QT+ — Q" |loo < Q™ — Q*|l J

. Per-iteration complexity: S*A . Per-iteration complexity: S3 + S?4
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Linear Programming Formulation

[Puterman,1994]
Primal LP:
min (1 —7){uo, V)
VEeRIS|
s.t. V(s) >r(s,a —I—’yZP |s,a)V (s"),Vs,a
Dual LP:

Bilinear saddle point problem:

max min 0, V) + g S, )
peRISIXIAl VGR|S|( ){tio, V 2

0[VI](s,a) :=1(s,a) + VEys,qa[V(s)] = V(s)

m(als) =

p*(s,a)

2a P*(5,0)
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Overview of Reinforcement Learning Approaches

- Value-based RL

o Estimate the optimal value function Q*(s, a)

o Example: Q-learning

Value-based Policy-based

« Policy-based RL
o Search directly the optimal policy T*(- |s)
o Example: Policy Gradient Method

« Model-based RL

Model-basee o First estimate the model P, R and then do planning

o Example: Dyna-Q algorithm
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Model-based vs Model-free Methods

experience
I(s,a,78 )}
- O O
Make_full s Q & g e Direct and simple
experiences (7, N o)
C
0 Q. * Not affected by bad
e (Canreason about D mpdel D model estimation
model uncertainty o Pg | a, 5) N
= (s,a) ::‘
. More sample efficient 9 0(9/),)/ 8 ) (é;irzip::‘iatlonally
for easy dynamics E g

behavior
w(a|s)
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Value-based RL

Goal: Given samples {(sk, Ak, Sk+1, k) }, want to estimate Q.

- Standard Q-learning [Watkins, 1989]:

Q(sk, ar) « Qs ar) + ap [ + v - max Q(Sk+1,a") — Q(S, ar)]

« Double Q-learning [van Hasselt, 2010]:

Randomly update

QA(Sk» ay) « QA(Sk: ag) + ag [Tk +y- QB(5k+1» arg maxg, QA(Sk+1: a)) - QA(SR» ak)]

QP (sk, a) « Q8 (sy, ax) + ay, [Tk +y- QA(Sk+1» arg max, Q° (Sk+1, a)) — QP (sx, ak)]
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Value-based RL

Double Q-learning helps reduce the maximization bias.

0 /2 O
left \A/ right
Example

[Sutton and Barto, 2018]

Percentage of Left Actions

Q-Learning Action Selection (¢ =0.1)

(o]
o

(o))
o

=y
o

N
o

—— Q-Learning

/S
/ Double Q-Learning
| —— Optimal
~—
50 100 150 200 250 300
Episodes
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Policy-based RL

Goal: directly search optimal policy =™ over policy space

B, J) = BV )

Projected Policy Gradient:

Tk+1 = Projaa)isi (. + VI (1))

Softmax Policy Graident:

exp(fs.q)

> . exp(bs.q)

Ok+1 = Ok + Nk VoJ(mg,)

mo(als) =
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Policy Gradient

- Monte Carlo Policy gradient [William 1992]

0J ()
06

=E, pro(ry |R(T) ) Viogmo(ay|s:) R(r) =Y _7'r(st,as)

t=0 t=0

o Use sample trajectories T = (sq, ag, 19, S1, 41, --- ) under the policy
> Score function estimator : VgE ., ) [f (¥)] = Ev<py)f (T)Vglog pe ()]

o Suffers from high variance

« Policy gradient as weighted Q functions [Sutton 1999]

0J (g 1 _
<’§9 - T Bondf? anmo(1s) (@™ (8, 0)V log mo (als)

State-visitation distribution: d;;(s) = Esonp [(1 - ’Y)Zkzoka(Sk = 8|So,7f)]



Derivation of Policy Gradient

V@ZM ao|so)Q™ (S0, ao)

—Zveﬂe aplso)Q (So,ao)+Z7T9(a0!SO)

ao
7

—¢(So)

= ¢(s0) + Y _ mo(ao|so)

= ¢(s0) + VZ P(s1]s0, ™)

S1

= ¢(so) + ’yz P(s1]s0, o)

= S 4 Plsilso, mo)(s1)

tOSt

= Zd ZQ” (s,a)Vomg(als)




Actor-Critic RL

« Actor-critic Methods: combine value-based and policy-based methods

—————————————

| 1

! ,| Policy ||

. : . : : ! function |

o Critic update: estimate state (action)-value function under current policy m}, : D evror :
' Critic i /j ' | a: Action

V(sg) <« V(sk) + ag [1x + ¥V (Sk+1) — V(sk)] : Value :

— » e ——

\ Function y

(sp,ar) « Q(sy,arx) +ax [ +v-0(s,.4,0a — Q(sk,a L ey T i ’

Q(Sk, ax) < Q(Sk,ax) + ag [re + v - Q(Sk+1, Ak41) — Q(Sk, ax)] ¢ Stato f TrmzReward

o Actor update: policy gradient based on value function estimator V™k, Q™k —[ Environment }—

Ops1 = O + Vo (m0,)

[Sutton and Barto, 2018]
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The first grand challenge — Representation

Chess: 10120

e H UEE€ state space

e H UE€ policy space

In practice : using (nonlinear) function approximation!

28



RL with Function Approximation

Linear function approximation

Neural networks

Reproducing kernel Hilbert space (RKHS)
Decision tree, nearest neighbor, etc.

Generative models

State s

01
[¢1(5; Cl), ""¢d(5; a)] l : ]
Oa

Vo (s)
QG (S, Cl)

mg(als)
Pg(s,s',a)

Learn parameter

0 € R¢

(d < |S]]|A])
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Example: temporal-difference Learning
Given policy r, want to estimate V™ or Q.

TD(0)-leaning:

V(sg) « V(sk) + ay [ + ¥V (Sk+1) — V(si)]

TD learning with linear function approximation: V(s) =~ ¢(s)76

Ox+1 = O + ay [ + VP (Skr1) O — d(si)" Ox]p(si)

Neural TD learning: V(s;W,b) = ¥, b; - c(W ¢(s))

Wisr = Wi + ay |1 + ¥V (Sierr) — Vie(si) [V Vi (sie)

hidden layer

i output

V(S; W,b)
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Example: Q-learning algorithms

Given a trajectory, want to estimate Q.

Q-leaning:

Q(sk,ar) < Q(sk,ap) + ay [ + v - n}lz;lx Q(Sk+1,a") — Q(S, ay)]

Q-learning with linear function approximation: Q(s,a) =~ ¢(s,a)’8

Ors1 = O + g |17 + y max P (Sk41,a) 0k — P (i, ar)" O Jp (s ar)

Neural Q-learning: Q(s,a) = f(@;c,b(s, a)), fO;x) =Wro(Wy_q - 0y (W;x))

Or+1 = Ok + ax lTk + Vrrgi}xf(@k; ¢ (Sk+1,a’)) — f(Ok; d (s, ak))] Vof (Ok; d(sk,ax))
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Example: policy gradient method

max J

(ASS)

Z’Y r(Sk; ak ‘80 ~ s Sk1 ~ P([sk, a), ax ~ (- |3k)]

Tabular MDPs

Direct
Parametrization

mo(als) =054
0 e A(A)IS!

mo(als) =

Softmax
Parametrization

exp(fs.q)

Yoo exp(fs.q)

mo(als) =

Function Approximation

Log-linear Policy

exp(¢(s, a)"0)

> exp(9(s,a)T0)

Neural Policy

mo(als) = exp(fo(s,a))
>, exp(fo(s, a))

fo(s,a) is a neural network
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Empirical successes in RL

Asynchronous Advantage Actor-Critic (A3C)
Deep Q-Networks

ﬁ DeepMind

Live Play
m Convglution Convglution Fully cgnnected Fully cgnnected
g/ 2 ? . EB
: /B A\ 3 3\
/ . \ ) o\\ \ B
/ ° \\ ° ° \\
/ 4 ==
M

e
s

DEEEE
=

i o O o o O L | A [ | = S

-

i LY £ U4 2 B 4
3 E3 BN B BN B BN B
@] (©] (¢] (@] (] (©] (©) (&)

Actions Value Function

Mnih et al. "Human-level control through deep reinforcement learning." Nature, 2015.

Mnih et al. Asynchronous methods for deep reinforcement learning." ICML 2016.
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The second grand challenge — Optimization

« Nonconvex objectives

» Biased gradients

 Intricate landscape

In practice : leveraging curvature, geometry, regularization, etc.
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The third grand challenge — Deadly Triad

Dive rEenNCE when combing off-policy data, bootstrapping, and function approximation

o 300f TD learning
H H ws

200}

m(solid]-) =1

b(dashed|-) =6/7

b(solid|-) = 1/7 100|

=0.99
Baird’s Example 01 |
0 100(¢
[Baird, 1995; Tsitsiklis and Van Roy, 1997; Sutton and Barto, 2018] Steps

In practice: using experience replay, target network , multi-step returns, etc.



The fourth grand challenge — Multi-agent Learning

. EqU|I|br|um can be difficult to obtain
. NOnStatiOHBFYOftheenvironment

» Partial observability

In practice: using independent learner, fictitious play, etc.
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Behind the scenes

Empirical successes in RL

Experience replay Target network

¥ e o

Reinforcement A .
Deep neural network PR Igi Entropy regularization

Online exploration cmm By Offline training
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The wide theory-practice gap

RL Theory

Finite (small) state/action space

Linear function approximation
Vanilla algorithms

MDP models

RL Practice

Large or infinite state/action space
Deep neural network
Lots of tricks and variations

Beyond MDP models
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The rest of this lecture series

To build a theoretical understanding of modern RL algorithms from various aspects:

- Stability — from dynamical system/control perspective
- Global convergence — from optimization perspective
- Generalization — from learning perspective

« Equilibrium — from game perspective
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